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Introduction
Virtual Local Area Networks (VLANs) provide several benefits to enterprise networks. VLANs provide a measure
of flexibility, improve user mobility, ease the application of security measures, and increase the overall efficiency
of the network.
Trunks also provide benefits, specifically the ability to reduce the number of physical connections needed
between switches in order to support multiple VLANs.
This paper describes VLANs and trunks. It includes an overview of Ethernet-based computer networks, which
includes definitions of several terms. This paper also includes technical details about VLANs and trunks, along
with design options at a basic to intermediate level. Recommendations and commands are included throughout.

Overview
The Open Systems Interconnect (OSI) communications model is a seven-layer reference model that describes the
functions necessary for two endpoints to communicate. The 2nd Layer of the OSI model is called the Data Link
Layer. Its functions are to format data for transmission on the physical media and to define how devices access
the physical media (twisted pair copper, fiber optic, or wireless).
Ethernet is the Layer 2 protocol used for devices that connect to a Local Area Network (LAN). Ethernet defines
how data is formatted for transmission by creating frames. Figure 1 shows a sample Ethernet frame.

Figure 1---Ethernet Frame

When data is transmitted along the media, the data is just a series of bits. Ethernet defines how the sending and
receiving device will interpret those bits. The key fields of an Ethernet frame are the destination and source
address fields, the type field, and the Frame Check Sequence (FCS) field.
The destination and source address fields contain the Media Access Control (MAC) addresses of the receiving and
sending devices respectively as defined by standards from the Institute of Electrical and Electronics Engineers
(IEEE). The type field contains a value identifying the next layer protocol. For example, a value of 0x0800 (0x
indicates the numbers that follow are hexadecimal numbers) means IPv4 is the next layer protocol; 0x86DD
means IPv6; and 0x0806 means Address Resolution Protocol (ARP). The FCS field is used for error detection. Its
value is calculated by the sending device and attached to the end of the frame. As the frame is received, the
receiving device performs the same calculation. If the values match, the receiving device knows the frame is error
free. If the values do not match, the receiving device knows an error occurred during transmission and the frame
is discarded.
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Another term for LAN is broadcast domain. A broadcast domain is the most basic of computer networks. It is
defined as a collection of devices that receive broadcast frames from each other at Layer 2. A broadcast frame is
one that is destined (addressed) to every device on the LAN by using the value 0xffff.ffff.ffff in the destination
address field. This type of frame is flooded out of every interface of an Ethernet switch, except the interface on
which the frame was received. This is very inefficient as the switch has to forward (or replicate) a copy of the
frame for every active interface. For example, a fully populated 48-port switch has to forward 47 copies of every
broadcast frame it receives. Additionally, the end hosts that receive the broadcast frame are required to perform
some processing of the frame, even if the broadcast frame does not contain data that is pertinent to the host.
Originally, broadcast domains (LANs) were implemented based on physical location. The first implementation of
Ethernet was designed for use with coaxial cable. In this environment, all devices connected to a single piece of
coaxial cable; in other words, the piece of coaxial cable was the LAN media, and the LAN was limited to a single
room or maybe a group of two or three rooms. Eventually, Ethernet was updated to transmit data over twisted
pair copper wiring, at which point hubs replaced coaxial cable as the LAN. However, whether the LAN was a
piece of coaxial cable or a hub, the LAN was limited to devices that shared a physical media.

Virtual Local Area Networks (VLANs)
As the name suggests, a VLAN is a virtual LAN or a virtual broadcast domain. In fact, a VLAN is really just a way
to identify a broadcast domain at OSI Layer 2. The reason a VLAN is considered "virtual" is that devices can be
part of the same broadcast domain WITHOUT having to be connected to the same physical Ethernet segment.
This attribute provides a network administrator with increased flexibility in network design. For example, devices
can be grouped together into a VLAN based on their physical location or based on the function of the users,
regardless of where the user is physically located.
Ethernet switches implement VLANs. Switches are OSI Layer 2 devices that make forwarding decisions based on
the value of the destination MAC address. End devices that are connected to the same VLAN can communicate
with each other directly via frames and MAC addresses, even if the end devices are connected to different
switches.
However, end devices that are part of different VLANs are unable to communicate with each other directly, even
if the two end devices are connected to the same Ethernet switch. In such an environment, the end devices use
packets and IP addresses to communicate. The IP addresses are assigned to the end devices based on the IP
subnet that is assigned to the VLAN at OSI Layer 3. Typically, one subnet is assigned to one VLAN. Also, a router
or multilayer switch is required for communication between VLANs, as they are Layer 3 devices that make
forwarding decisions based on IP addresses.

The Need for VLANs
By default, every interface on an Ethernet switch is assigned to VLAN 1. This means that, by default, every device
in the enterprise network is part of the same broadcast domain. This is called a "flat" network, because there are
no levels of hierarchy or segmentation. This network design has several flaws.
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Figure 2---Flat Network

Figure 2 depicts a flat network. All of the switch interfaces, including those that interconnect the switches, are in
the same VLAN. One of the issues this design creates is large failure domains. A failure domain is a collection of
devices that are negatively impacted when a device fails. For example, the Marketing switch and the Accounting
switch are a failure domain, because if the Marketing switch fails, the users connected to the Accounting switch
are also negatively impacted. The same is true for the IT switch and the Sales Switch. Further, the entire network
is one large failure domain, because all connectivity ultimately relies on the switch at the very top.
Another issue of the flat network design is a large amount of broadcast traffic is present. For example, services
like Dynamic Host Configuration Protocol (DHCP) and ARP utilize broadcast packets in their operations. Since
switches flood broadcasts, this means that every time a host performs a DHCP or ARP operation, some of the
frames from that operation are sent to every host on the network. It also means that every switch has to forward
a copy of every broadcast frame out of every active interface. This is very inefficient and is an unnecessary use of
resources, such as switch CPU time, bandwidth, and end host CPU time.
The flat network design also creates a security issue. Since every device is in the same broadcast domain, a router
or multilayer switch is not needed for devices to communicate with each other. This means that OSI Layer 3 tools,
such as IP Access Control Lists (ACLs), are of no use to protect devices in one department from devices in another
department. Instead, devices are fully dependent on host-based security mechanisms for their security needs.
While host-based security mechanisms are useful, they should be part of a larger, layered security approach, not
the primary security mechanism.
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Figure 3---Hierarchical Network

The issue of failure domains can be improved by changing the physical design of the network. Instead of building
a flat network, use a hierarchical network design. Figure 3 shows a simple two-level hierarchical network. The IT,
Sales, and Engineering switches make up the Access layer, because they provide access to end devices. The
Distribution switches make up the Distribution layer, because they aggregate Access layer connectivity, and they
distribute network traffic between themselves and other distribution devices. In this design, the failure domain is
reduced to the individual Access switches, as none of the Access switches rely on any other Access switch for
connectivity. Additionally, each Access switch is connected to both Distribution switches, providing redundancy in
the event of a Distribution switch failure.
Not shown in Figure 3 is a third level of hierarchy called the Core. The Core is designed to move traffic as fast as
possible from one part of the network, called a Distribution Block, to other Distribution blocks. In a proper
design, the Distribution switches have connectivity to two different Core switches, OR have connectivity directly
to other Distribution switches. This design provides redundant connectivity between Distribution blocks.
While the hierarchical network design reduces the size of the failure domains, it alone does nothing to reduce the
amount of broadcast traffic or improve the ability to implement security measures. Even with the hierarchical
design, all switch interfaces, including those that interconnect the switches, are in the same VLAN. To address
these deficiencies, multiple VLANs should be implemented.
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Figure 4---Hierarchical Network with VLANs

Figure 4 shows the same hierarchical network with multiple VLANs. Multiple VLANs improve network efficiency
by reducing the amount of broadcast frames. The reason is that a broadcast frame is only flooded out of other
interfaces that are part of the same VLAN as the interface on which the broadcast frame was received. For
example, if a device in the Engineering VLAN sends out a broadcast frame, that broadcast frame is only flooded
out of other interfaces that are also part of the Engineering VLAN. The devices in the Sales and IT VLANs do NOT
receive the broadcast. This reduces the number of times a broadcast frame must be forwarded by a switch, and it
reduces the amount of broadcast frames the individual hosts receive as well. This greatly improves the efficiency
of the network.
Multiple VLANs also improve the security of the network. Devices in one VLAN cannot communicate with devices
in another VLAN without a router or multilayer switch. In Figure 4, there is no router or multilayer switch, which
means the devices in each VLAN are protected from devices in the other VLANs. If a router or multilayer switch
were added to the topology, then devices in different VLANs would be able to communicate. Moreover, OSI
Layer 3 security measures, such as ACLs, can be applied to the router or multilayer switch interfaces to provide
another layer of security.

Cisco IOS VLAN Commands
To create a new VLAN on a Cisco IOS Ethernet switch, use the vlan [vlan-id] global configuration mode
command. The VLAN-ID is a number between 2 and 4,094. Numbers 1 and 1,002-1,005 cannot be used, as they
are VLAN numbers for default VLANs.
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Figure 5---Create a VLAN

Figure 5 shows the VLAN command. It this example, the new VLAN is VLAN 2. The figure also shows the optional
name [vlan-name] VLAN configuration mode command. The name command is used to assign a name to the
VLAN. The name does not influence VLAN operations, but serves as a description for network administrators.
Here, VLAN 2 is named Engineering. To delete a VLAN, use the no vlan [vlan-id] global configuration mode
command.
Now that a new VLAN has been created, interfaces must be assigned to it. To accomplish this task, use the
switchport access vlan [vlan-id] interface configuration mode command. In Figure 6 interface Ethernet 0/1 is
now assigned to VLAN 2.

Figure 6---Add an Interface to a VLAN
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To verify the VLANs on a switch, and to see any interfaces assigned to those VLANs, use the show vlan brief
privileged EXEC mode command. In Figure 7 VLAN 2 has been created. Its name is Engineering, and interface
Ethernet 0/1 is assigned to VLAN 2.

Figure 7---Verify VLANs and Interfaces Assigned to VLANs

Trunk Interfaces
A trunk interface is a point-to-point connection between a switch and some other infrastructure device, such as
another switch, a router, or a server. Trunks are unique in that, by default, they carry traffic for all VLANs.

The Need for Trunks
Cisco switch interfaces operate in one of two modes: Access or Trunk. When an interface is operating in Access
mode, it is part of one or, at most, two VLANs. (An Access interface can be a part of two VLANs if the Voice
VLAN option is used.)

Figure 8---The Need for Trunk Interfaces
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In Figure 8, the two Distribution switches are interconnected using Access interfaces. Since Access interfaces are
part of only one VLAN, this means three physical connections are required between the two Distribution
switches—one for each VLAN. This approach does not scale well. As the number of VLANs increases, so does the
number of physical interfaces required to interconnect the two distribution switches.
As the overall number of VLANs increases and as the number of VLANs per switch increases, the number of
physical interconnections between switches also increases. Eventually, the majority of interfaces on the switches
are used for interconnecting switches instead of connecting end devices.

Figure 9---Trunks

Figure 9 shows the same network as Figure 8, but with Trunk ports implemented between the switches instead of
Access ports. Now, there is only one physical connection required between the Distribution switches, yet traffic
for all VLANs is carried. Also, another VLAN can be added to the Sales switch without the need to add physical
connections between the Sales switch and Distribution switches.

IEEE 802.1q
Ethernet frames do not include a field for identifying the VLAN to which the frame belongs. This is rectified by
the IEEE 802.1q standard.
IEEE 802.1q is an open standard for tagging (identifying with a VLAN number) frames on a trunk interface. The
standard calls for a four-byte tag to be inserted into the frame directly after the source address field and directly
before the type field.
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Figure 10---IEEE 802.1q Tag

Figure 10 shows an original Ethernet frame sent by an end device and that same frame with the IEEE 802.1q fourbyte tag inserted. The contents of the tag are as follows:


EtherType—16 bits; the value is always 0x8100 (0x indicates hexadecimal numbers.); indicates to the
receiving switch that the frame is an IEEE 802.1q tagged fame.



PRI—3 bits; priority information of the frame; used in Quality of Service (QoS) markings at Layer 2.



TR—1 bit; indicates the frame is going from an Ethernet-based network to a Token Ring-based network;
the value is always 0 for Ethernet.



VLAN ID—12 bits; identifies the VLAN to which the frame belongs; used by the receiving switch to
determine the VLAN of a given frame.

As a switch determines that a frame needs to be sent out of a trunk interface, the sending switch inserts the fourbyte IEEE 802.1q tag. The sending switch also computes a new FCS to account for the extra four bytes that are
added by the tag.
IEEE 802.1q does not tag every frame. Frames that belong to the native VLAN are untagged. The concept for
why the IEEE included a native VLAN is this:
In Figure 11 there are two connected switches. The switches are separated by 500 feet (150 meters) and fiber
optic cabling is not available. A hub can be placed between the two switches to act as a repeater. Then end
devices can be attached to the hub. These end devices do not understand the extra four bytes that IEEE 802.1q
inserts into a tagged frame. Neither do these end devices insert a tag of their own. So, by designating a VLAN on
which frames should not be tagged, the hosts connected in the middle of the trunk can communicate. This
design is NOT recommended.
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Figure 11---Native VLAN

By default, the Native VLAN is set to VLAN1. When the receiving switch receives an untagged frame, the
receiving switch assumes the frame belongs to the Native VLAN. It is recommended Cisco practice for the Native
VLAN on both switches to match to provide proper operations.

Dynamic Trunking Protocol (DTP)
DTP is a Cisco proprietary protocol designed to allow Cisco switches to automatically form trunks with other Cisco
switches. With DTP, once two Cisco switches are connected, they can automatically form a trunk with each other
without any other administrator intervention.
DTP has five modes of operation:


Dynamic Auto—The interface is willing to become a trunk, but it does not actively attempt to do so. If
the other switch is configured for Dynamic Desirable mode or Trunk mode, a trunk will be formed.



Dynamic Desirable—The interface actively attempts to establish a trunk. If the other switch is configured
for Dynamic Auto mode, Dynamic Desirable mode, or Trunk mode, a trunk will be formed.



Trunk—The interface is a trunk interface regardless of how the other switch is configured. A functional
trunk will be formed if the other switch is configured for Dynamic Auto mode, Dynamic Desirable mode,
or Trunk mode.



Access—The interface is an Access interface regardless of how the other switch is configured. If the other
switch is configured for Dynamic Auto mode, Dynamic Desirable mode, or Access mode, the switches will
be connected via an Access interface. If the other switch is configured for Trunk mode, there will be
limited or no connectivity.



Trunk with Nonegotiation—DTP is Cisco proprietary, so switches by other manufacturers cannot interpret
DTP frames. If connecting a Cisco switch to a non-Cisco switch, the Cisco switch should be configured for
Trunk mode and Nonegotiation. The nonegotiation option stops the interface from sending DTP frames.
To enable the nonegoiate option, use the switchport nonegotiate interface configuration mode
command.

The key with DTP is to ensure the modes on the switches pair up correctly. For example, if one switch is
configured for trunk mode and the other switch is configured for access mode, there will be limited or no
connectivity between the switches. Or, if both switches are configured for Dynamic Auto mode, then a trunk will
not form between the switches, as both switches are passively waiting to hear from the other switch. The default
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DTP mode is model- and IOS version-dependent. However, the default DTP mode is either Dynamic Desirable or
Dynamic Auto. It is recommended Cisco practice to always disable DTP with the nonegotiate command to avoid
security issues, and to implement trunks by manually configuring the switches at both ends to trunk mode.

Trunk Commands
To configure an interface as a trunk interface, use the switchport mode trunk interface configuration command.
To configure an interface as an access interface, use the switchport mode access command. Figure 12 shows the
command using the trunk option.

Figure 12---Configure an Interface for Trunk Mode

By default, all VLANs are allowed on a trunk interface. To limit the VLANs allowed on a trunk interface, which is
called manual pruning, use the switchport trunk allowed vlan [vlan_id | vlan_range] interface configuration
command. Figure 13 shows the command using the VLAN range method.

Copyright ©2015 Global Knowledge Training LLC. All rights reserved.

12

Figure 13---Limit Allowed VLANs on Trunk Interface

To verify trunk configurations, use the show interface [interface_type] [interface_number] trunk privileged EXEC
mode command. Also, the show interface [interface_type] [interface_number] switchport command is available.

Figure 14---Verify Trunk Information of an Interface

Figure 14 displays the output of the show interface command with the trunk option. The output shows the mode
is "on," meaning the interface is in permanent trunk mode; the encapsulation protocol is "IEEE 802.1q"; the status
is "Trunking"; and the native VLAN is "VLAN 1." The output also shows that only VLANs 1 and 2 are allowed on
the trunk.
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Figure 15---Verify the Layer 2 Characteristics of an Interface

Figure 15 displays the output of the show interface command with the switchport option. The output shows the
administrative mode of the interface is "Trunk", as is the operational mode. The administrative mode denotes the
configuration of the interface. Since the administrative mode is trunk, this indicates the switchport mode trunk
command was issued. The administrative mode would display as "Dynamic Desirable" if the interface was
configured for DTP Dynamic Desirable mode. The operational mode denotes the mode in which the interface is
actually operating.

Advanced VLAN Topics
This section discusses the following advanced VLAN topics: VLAN Deployment Options; Special-Use VLANs; VLAN
Trunking Protocol (VTP); and Private VLANs.
VLAN Deployment Options
There are two options for deploying VLANs in an enterprise network: End-to-End VLANs and Local VLANs.

Figure 16---End-to-End VLAN Deployment
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Figure 16 shows an End-to-End VLAN deployment. With an End-to-End VLAN deployment, VLANs are accessible
throughout the entire enterprise network. In other words, the physical location of the device does NOT restrict to
which VLAN the device can attach. For example, suppose VLAN 3 is the Sales VLAN. It does not matter in which
building, floor, or room a particular user is located, a member of Sales team can be part of the Sales VLAN.
With End-to-End VLANs, the Distribution switch can be either a Layer 2 or a multilayer switch, and Layer 2 trunks
are required between the Distribution switches. Also, traffic for all VLANs must be allowed to pass over the
trunks.
An advantage of End-to-End VLANs is user mobility. If a user in the Sales VLAN (VLAN 3) needs to move from one
building to another, the user can do so rather easily. A disadvantage of End-to-End VLANS is additional flooding
of traffic and the need for Spanning Tree Protocol throughout the network. Additionally, troubleshooting
connectivity issues is more complex. Further, the End-to-End deployment of VLANs creates a Layer 2 core, which is
an undesirable design for modern switched networks.

Figure 17---Local VLAN Deployment

Figure 17 shows a Local VLAN deployment. With a Local VLAN deployment, VLANs are accessible in one part of
the network, such as a floor of a building or a small building. With Local VLANs, the physical location of the
device DOES restrict to which VLAN the device can be connected. Local VLANs should not extend beyond a single
Distribution block. However, the ideal Local VLAN deployment is one data VLAN per Access switch or Access
switch stack.
With Local VLANs, the Distribution switches terminate the VLANs, and every Local VLAN has its own IP subnet.
Therefore, the Distribution switches should be multilayer switches, as Layer 3 services are required for traffic to go
between the individual Local VLANs. Layer 3 services are also required for traffic to go between Distribution
blocks. Layer 2 trunks are utilized between the Access and Distribution switches, while Layer 3 routed ports are
used between the Distribution and Core switches.
An advantage of Local VLANs is a reduction of broadcast traffic. This means the network is easier to expand.
Additionally, failures are more localized and easier to troubleshoot.
A disadvantage of Local VLANs is user mobility is more difficult than with End-to-End VLANs. f a user needs to
move from Building 1 to Building 3, the user's computer must change VLANs, which also means a change in IP
Subnet and a change of IP address for the host.
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Special-Use VLANs
All VLANs carry data, but the data can be categorized. Data can be categorized as user data, voice data, wireless
data, or management data. Each of these categories of data can be given their own VLAN. Then, QoS and
security features can be more efficiently implemented.
User data is just that — data generated by user devices. This includes e-mail, general Internet traffic, and traffic
generated by various user applications.
Voice data is data generated by Voice over IP (VoIP) phones. By separating voice data from other user data, voice
data can be given the priority it needs to efficiently traverse the network.

Figure 18---Voice VLAN Implementation

Figure 18 depicts a common voice VLAN implementation, where a VoIP phone is connected directly to the switch,
then a PC is daisy-chained off the VoIP phone. The VLANs in dark blue are the user data VLANs where the PCs are
assigned, while the VLANs in light blue are the voice VLANs where the VoIP phones are assigned.
To configure an interface to use both a data VLAN and a voice VLAN, use the switchport access vlan [vlan-id]
and switchport voice vlan [vlan-id] interface configuration mode commands.
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Figure 19---Voice VLAN Command

Figure 19 shows the commands to configure an interface for both a data VLAN and a voice VLAN. Figure 20
displays the output of the show interface [interface_type] [interface_number] switchport privileged EXEC
command, which is used to verify the interface's VLAN configurations. In Figure 20, the data VLAN (Access mode
VLAN) is 10, while the voice VLAN is 110.

Figure 20---Verify Data and Voice VLANs of an Interface

Another special-use VLAN is the management VLAN. The management VLAN is just a VLAN that is dedicated to
management traffic. Management traffic is defined as the traffic used for the management of the network, such
as Simple Network Management Protocol (SNMP), Syslog, and Secure Shell (SSH) traffic. The management
interface of enterprise switches should be placed into the management VLAN as well. Then, the management
VLAN receives its own IP subnet.
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Wireless data is data generated by wireless clients. Wireless implementations vary, but overall, wireless traffic is
placed into a separate VLAN, predominantly for security and administrative reasons.
From a switch perspective, the voice, wireless, management, and native VLANs are nothing special. These VLANs
are created just like any other VLAN. What makes these VLANs special is the way network policy is applied to
these VLANs.

VLAN Trunking Protocol (VTP)
VTP is a Cisco proprietary protocol for managing VLANs. VTP assists in maintaining VLAN configuration
consistency by establishing one switch where VLANs can be created, deleted, or modified. Those configurations
are then pushed out to other switches.
VTP has three modes of operation:


Server—The switch can create, delete, and modify VLANs. VTP updates are sent and received. The VLAN
database is synchronized when advertisements are received.



Client—The switch CANNOT create, delete, or modify VLANs. VTP updates are sent and received. The
VLAN database is synchronized when advertisements are received.



Transparent—The switch can create, delete, and modify VLANs. VTP updates are not sent. VTP updates
received are passed to downstream switches. The VLAN database is NOT synchronized when
advertisements are received.

VTP groups switches together by domain. All switches that should share VLAN information via VTP should be part
of the same VTP domain. The VTP domain name is case sensitive.
By default, all switches have a domain name of null and are in VTP server mode. To set the VTP domain name,
use the vtp domain [domain_name] global configuration mode command. To configure the VTP mode of a
switch, use the vtp mode [mode] global configuration mode command.
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Figure 21---VTP Configuration Commands

Figure 21 shows the VTP configuration commands. In the figure, the VTP domain name is set to CISCO and the
VTP mode is set to transparent. The Cisco best practice is to configure all switches in Transparent mode.
Figure 22 shows the output of the show vtp status privilege EXEC mode command, which is used to verify VTP
configurations. The output verifies the domain name is CISCO and the mode of operation is transparent.

Figure 22---VTP Verification

Private VLANs
Suppose an organization is hosting a conference where hundreds of attendees are expected. Conference
attendees need access to the Internet and the conference's video server, yet attendees need to be isolated from
each other. One solution to achieve this goal is to configure a separate VLAN for every attendee or group of
attendees. However, this solution requires many different VLANs, with a subnet for each VLAN. This is an
administrative nightmare.
A second solution is to implement a private VLAN. Private VLANs are a method of separating hosts that are in the
same broadcast domain. Under normal operations, devices that are in the same broadcast domain have direct
access to each other, but with private VLANs this behavior can be changed. Private VLANs also have use in the
Data Center Ethernet switching environment.
To implement a private VLAN solution, multiple VLANs are needed, but only one subnet is needed. There is a
primary VLAN, to which the subnet is assigned. There are secondary VLANs that are associated with the primary
VLAN. The secondary VLANs are configured as either isolated or community. In an isolated VLAN, interfaces
cannot communicate with each other. Whereas, in a community VLAN, interfaces in the same community VLAN
can communicate with each other, but cannot communicate with interfaces in other community VLANs or
interfaces in an isolated VLAN.
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There are three private LAN interface types:
Promiscuous—A promiscuous interface is part of the primary VLAN. It can communicate with all other interfaces
in the same primary VLAN.
Isolated—An isolated interface is part of the isolated VLAN. It can communicate with a promiscuous interface
only.
Community—A community interface is part a community VLAN. It can communicate with other interfaces in the
same community VLAN and a promiscuous interface.

Figure 23---Private VLANs

Figure 23 shows the concept of private VLANs. The Primary VLAN is VLAN 100. VLANs 105 and 106 are
Community secondary VLANs, while VLAN 107 is an Isolated secondary VLAN. All three of the secondary VLANs
are associated with the primary VLAN. IP subnet 10.10.10.0/24 is assigned to the primary VLAN, so all of the
hosts, regardless of the secondary VLAN to which they are connected, have IP addresses in the 10.10.10.0/24
subnet.
Since VLAN 105 is a community VLAN, PCs 2 and 3 can communicate with each other directly. The same is true
for PCs 4 and 5, because they are in community VLAN 106. However, PCs 6, 7, and 8 cannot communicate with
each other directly because they are in isolated VLAN 107. All hosts can communicate with the router, because its
switch interface is a promiscuous port.
Private VLAN configurations are beyond the scope of this paper.
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Recommendations and Best Practices
Recommendations for VLANs:
 —Use the Local VLAN deployment method
 —Manually configure Access ports to access mode
 —Use a dedicated VLAN for management traffic
 —Use a dedicated VLAN for voice traffic
 —Do NOT place any users in the Native VLAN, the Voice VLAN, or the Management VLAN
 —Assign one IP subnet per VLAN
 —Configure all switches as VTP transparent
Recommendations for Trunks:
 —Manually configure Trunk ports to trunk mode
 —Change the Native VLAN from the default VLAN 1
 —Ensure the Native VLAN is the same on both switches
 —Manually prune unneeded VLAN traffic

Conclusion
VLANs and trunks play a vital role in improving the efficiency and security of the enterprise network. When
properly utilized, VLANs and trunks provide flexibility, stability, and ease of troubleshooting.
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